
Mining Auditory Hallucinations from Unsolicited Twitter Posts

M. Belousov1, M. Dinev1, R. M. Morris2, N. Berry2,3, S. Bucci2, G. Nenadic1,3

1 School of Computer Science, University of Manchester
2 School of Psychological Sciences, University of Manchester

3 Health eResearch Centre (HeRC), The Farr Institute of Health Informatics Research
School of Computer Science, University of Manchester, Kilburn Building, Manchester, United Kingdom, M13 9PL

{mbelousov, mdinev, gnenadic}@cs.man.ac.uk

Abstract
Auditory hallucinations are common in people who experience psychosis and psychotic-like phenomena. This exploratory study aimed
to establish the feasibility of harvesting and mining datasets from unsolicited Twitter posts to identify potential auditory hallucinations.
To this end, several search queries were defined to collect posts from Twitter. A training sample was annotated by research psychologists
for relatedness to auditory hallucinatory experiences and a text classifier was trained on that dataset to identify tweets related to auditory
hallucinations. A number of features were used including sentiment polarity and mentions of specific semantic classes, such as fear
expressions, communication tools and abusive language. We then used the classification model to generate a dataset with potential
mentions of auditory hallucinatory experiences. A preliminary analysis of a dataset (N = 4957) revealed that posts linked to auditory
hallucinations were associated with negative sentiments. In addition, such tweets had a higher proportionate distribution between the
hours of 11pm and 5am in comparison to other tweets.

Keywords: machine learning, text mining, hallucinations, psychosis, psychotic-like experience, social media, twitter

1. Background

Social networking is pervasive, with an estimated 305 mil-
lion monthly active users on Twitter only (Statista, 2015).
This vast amount of user generated data presents a unique
opportunity for researchers to access information regarding
mental health that did not previously exist. Although Twit-
ter posts are public and, therefore, may be influenced by
audience awareness, this approach may reduce the observer
or ‘Hawthorne effect’ (McCarney et al., 2007), negate
methodological reactivity, and may have the advantage of
accessing hard to reach groups who would not typically
self-select for research. Moreover, data generated in nat-
uralistic environments may decrease the effect of biases as-
sociated with recall (Stone and Shiffman, 2002) and unso-
licited patient-generated data may confer the advantage of
identifying novel (data-driven) associations of variables.

Psychotic disorders are characterised by delusions, hallu-
cinations, disorganised thinking, disorganised or abnormal
motor behaviour and negative symptoms (American Psy-
chiatric Association, 2013). The symptoms of psychosis
present a unique challenge for text mining processes as the
population frequently lack insight into their disorder (Lin-
coln et al., 2007) and by definition lack insight into one of
the hallmark symptoms (delusions; a firmly held yet erro-
neous belief). Recent reviews and meta-analyses (Clarke et
al., 2012; Van Os et al., 2009) suggest that there may be nu-
merous risk factors for psychosis and psychotic-like expe-
rience. Psychotic-like experiences are similar to psychotic
symptoms, however, they are often; attenuated and/or tran-
sient; and do not result in a clinical need (Van Os et al.,
2009). Nonetheless, they can provide valuable informa-
tion about factors influencing psychotic disorder (Van Os
et al., 2009). In the absence of one putative cause of psy-
chosis, for example the ‘schizogene’ (Meehl, 1990), it is
necessary to identify factors that influence the incidence of

psychotic-like experience, psychotic episodes, or psychotic
disorder, which will have implication for practice, policy
and resource allocation.
Individuals who experience mental health problems, in-
cluding psychosis, have reportedly high rates of social me-
dia usage (Gowen et al., 2012; Birnbaum et al., 2015).
However, previous reports of social media usage in this
population are limited to small scale studies (N = 207
and N = 80 respectively), which lack the rigor of larger
population-based studies, in addition, these studies re-
cruited young people (range 12-24 years old) experienc-
ing mental health problems. Within the field of psychol-
ogy, Twitter has been used to collect information via spe-
cific hashtags (Joseph et al., 2015; Reavley and Pilking-
ton, 2014; Shepherd et al., 2015). Previous research has
also utilised text mining approaches on Twitter to collect
unsolicited Twitter posts regarding mental health. For ex-
ample, researchers have automatically mined Twitter posts
containing self-reported diagnoses of mental health prob-
lems and were able to distinguish differences in language
use between disorders (Coppersmith et al., 2014; Copper-
smith et al., 2015).
This exploratory study seeks to establish whether it is fea-
sible to generate datasets from unsolicited Twitter posts re-
garding psychotic(-like) phenomena1. We are specifically
interested in auditory hallucinations, i.e. the interpretation
of stimuli without the appropriate sensory input. This study
also seeks to identify the semantic classes and sentiment in
the associated tweets and explore associations between the
aforementioned variables and the tweet ‘meta-data’ (e.g.
tweet time).

1In the current investigation it is impossible to ascertain if the
phenomena being reported is a symptom of psychosis (i.e. a psy-
chotic experience), or not (i.e. a psychotic-like experience). Due
to this ambiguity the term psychotic(-like) is used.
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2. Methods
This project utilised an iterative workflow, which is de-
scribed below (see Figure 1).

Define search queries

Collect posts from Twitter

Explore data

Annotate posts

Classify relatedness of posts 
to hallucination experience

Analyse data

Refine search 
queries

Figure 1: Study workflow

2.1. Data Collection
To collect the posts about potential hallucinatory experi-
ences we have used the Twitter Search API. Using the
query operators provided, we have defined seven different
search queries (Table 1) based on keywords from the litera-
ture (Nayani and David, 1996) and informed by researchers
with experience of delivering clinical assessments. The
data crawling process was triggered multiple times per day
to get as complete result set as possible, between November
2014 and March 2015.

Search query
hallucinating hearing
(“hear things” OR “hearing things”)
“in my head”
hearing scary things
“in my head”
(hear OR hearing)
(“other people” OR “other ppls” OR “other ppl”)
thoughts
(voice OR voices)
(commenting OR criticising)
(scary OR frightening OR “everything I do”)
(hear OR hearing)
(voice OR voices)
(god OR angel OR allah OR soul OR
spirit OR “holy spirit” OR djinn OR jinn)
(hear OR hearing)
(voice OR voices)
(scary OR devil OR demon OR daemon OR
evil OR “evil spirit”)

Table 1: Search queries

Local time identification: Twitter stores information re-
garding the time of posting in a UTC format, rather than the
local time in which the post was generated. Whilst main-

taining the anonymity of the user, we implemented an algo-
rithm to calculate the local time of each tweet, based on the
Twitter data attributes. Our proposed method estimates the
local user’s timezone in a hierarchical order, first accessing
the geolocation attributes of the specific tweet. If this infor-
mation is not available, we utilise UTC offset as defined in
the user’s profile.

2.2. Duplicate Detection
In Twitter, more than 85% of posts are news-related (Kwak
et al., 2010). Therefore, even though data collection
was conducted using specific queries, the results still con-
tained repetitive posts that describe widely held beliefs (e.g.
“Cannabis causes psychosis and people to hear voices”),
news or advertisements (i.e. spam). A duplicate detection
phase is introduced to identify the posts that convey the
same or highly lexically similar content from the dataset
as specified below.
In a recent study, five different levels of near-duplicates was
defined (Tao et al., 2013), from which we derived only the
first two with slight modifications and also introduced one
additional similarity layer.

Exact copy: Two tweets are case-insensitively (i.e. ig-
noring the letter case) identical.

Nearly exact copy: A pair of tweets are case-
insensitively identical except for Twitter-related entities
(i.e. #hashtags, URLs and @mentions).

Lexically similar copy: In consideration of all proper-
ties from two previous levels, the similarity ratio between
two candidates is measured and compared against a de-
fined threshold. This level of duplicates can be helpful in
cases when the defined search queries match popular song
lyrics or quotes (e.g. “Sometimes thoughts, fears, or other
people get too loud and we can’t hear ourselves”). We
have observed that frequently people quote them indirectly
with syntactic variations, spelling variations and typos. To
measure the difference between two texts, we used Leven-
shtein distance and then the similarity ratio is calculated as
1− levenshtein distance

total number of characters .
Based on observation of various experiments, the threshold
value of 0.85 was identified as the most appropriate and
everything above this value was marked as duplicates and
excluded from the dataset.

2.3. Initial Data Exploration
It was important to find features that would refine the search
queries and thereby improve the results. To investigate
the different attributes and derive a suitable collection of
tweets, we manually reviewed and profiled the data through
distributional statistics such as word frequency, term fre-
quency inverse document frequency (TF-IDF) and n-grams.
A set of standard stop words was excluded from this initial
exploration, but was included in all subsequent analyses.

2.4. Data Annotation
Supervised machine learning systems typically require a
large amount of labelled data which can be used to train a
model. The process of data annotation may include assign-
ing specific class tags to a whole tweet (e.g. associated sen-
timent such as positive, negative or neutral), label a whole
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word or phrase, and even specify relations. Providing such
annotations, especially in a mental health context, requires
knowledge of the domain and is resource (time) intensive.
Our investigations revealed no annotated datasets available
at the time of our research, so we have conducted our own
annotation procedure.

2.4.1. Generating a Dataset for Annotators
Finding relevant examples that mention auditory hallucina-
tory experiences is a time-consuming task for annotators
due to the high proportion of unrelated examples. There-
fore, we decided to filter the dataset using various queries
(i.e. search terms associated with possible hallucination ex-
periences) that aimed to further narrow the results. Then,
we provided to the annotators a random combination of the
filtered and unfiltered tweets. It is necessary to include a
combination of filtered and unfiltered tweets to ensure in-
formative data is not missed due to a selection bias.

2.4.2. Annotation Environment
In order to optimise the annotation process, research psy-
chologists need a user-friendly and efficient tool to la-
bel tweets efficiently. Although there are several web-
based text annotation tools available such as BRAT (brat
rapid annotation tool) (Stenetorp et al., 2012) and GATE
Teamware (Bontcheva et al., 2013), we have designed and
developed our own bespoke annotation application, that
was aimed to minimise the time spent on the annotation
of each example (see Figure 2).
In order to specify whether the post is related to hallucina-
tory experience or not, the annotators assign an appropriate
class to the whole tweet. Also the annotators were asked to
explain their decision by highlighting corresponding words
and phrases that inform their classification. This informa-
tion was also used to identify potentially useful character-
istics of different classification categories.

Figure 2: Human annotation of hallucinatory experiences
to illustrate the annotation tool in use.

The application was utilised by two research psychologists
(RMM, NB) who work within the field of psychosis. An-
notations were conducted independently to reduce bias and
feedback was provided which resulted in an additional clas-
sification category (“unsure”) that was used to skip the in-
stance when information was insufficient. The annotators

worked according to pre-defined guidelines, which speci-
fied that: Twitter posts must be in regards to a personal ex-
perience; Twitter posts must have an explicit mention of an
auditory hallucinatory experience which is not accounted
for by other factors in the text (e.g. “hearing voices, the
radio is too loud”); Twitter posts are coded conservatively
(i.e. ambiguous posts are assigned the unsure/unrelated cat-
egory).
To ensure consistency between the annotators, we mea-
sured the inter-annotator agreement, through the Cohen’s
kappa. The observed agreement was 0.849 on 41 examples
(10% of the final annotated set).
We observed the unequal distribution of classes. Final an-
notated dataset contained 401 examples: 94 related and 307
unrelated examples (skew ratio is 3.27).

2.4.3. Defining Semantic Classes
During the analysis of annotated data, we have identified
several groups of words with shared semantic properties,
such as various communication tools and family members.
Sixteen different semantic classes were then defined (Ta-
ble 2) and terms associated with the semantic classes were
extracted as a feature from the data. We note that seman-
tic classes did not form the basis of any rule based decision
(i.e. explicit mentions of semantic classes were not taken
as unequivocally indicative of auditory hallucinations).

Semantic class Common examples Total
Abusive Language f*cking, sh*t, hell 503

Relative
baby, mom, son, ex,
father, friend, grandma 130

Religious Term
Jesus, prayer, psalm,
Bible, pastor, church 21

Audio Recording
recording, voicemail,
voice message 20

Audio & Visual Media,
Application

song, music,
YouTube, Siri 19

Audio Device
radio, TV, speaker,
headphones 12

Fear Expression
scary, scared, creepy,
afraid, nervous 12

Drug
cannabis, weed, LSD,
pain killers, ecstasy 11

Stigmatising Language crazy, insane 11

Emotion Support
helpline, lifeline,
IFOTES, Samaritans 9

Negative Supernatural devil, demon 7

Own Voice
my voice,
our own voice 6

Cause fever, sleep paralysis 5
Communication Tool phone, smartphone 5

Possible Hallucination
in my head,
seeing things 4

Supernatural spirit 3

Table 2: Semantic classes, their common examples and to-
tal number of members
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2.5. Text Pre-processing and Normalisation
We used a set of pre-processing steps for social media
which aimed to reduce amount of possible noise in a
text and improve accuracy of natural language processing
(NLP) algorithms such as named entity recognition.
As an initial step, all Twitter-related entities (i.e. #hashtags,
URLs, @mentions), unicode emoticons and numerals were
removed.

2.5.1. Identification of Nonstandard Language
In order to identify nonstandard words (such as spelling
variations and slang), we have utilised several NLP tech-
niques. After splitting the text into tokens, we determine a
part-of-speech (POS) tag for each word which will be used
in further phases. We found TweetNLP tagger (Owoputi et
al., 2013) the most suitable for our cases, since it was ini-
tially trained on Twitter data, has a built-in tokeniser and
handles additional POS tags, emoticons and proper noun
recognition (Owoputi et al., 2012). Spell checking based
on MySpell is applied to find words that are not in the dic-
tionary.
We have distinguished different types of out-of-vocabulary
(OOV) words and proposed corresponding processing ap-
proaches to each of them. The occurrences and specific
characteristics of each type is recorded and used later in the
feature extraction stage.

Abbreviations, slang and interjections: To transform
slang and abbreviations (e.g, “idk” 7→ “I don’t know”), we
have collected our own vocabulary based on data from two
public dictionaries2,3. We have used and extended Dictio-
nary of interjections4 to expand interjections like “oops” 7→
“I didn’t mean to do that” and “wow” 7→ “amazing”.

Named entities: We have observed that Twitter posts of-
ten do not use case-sensitive words, and that even named
entities are not capitalised properly. Therefore, the men-
tions of potential proper nouns were transformed to the ti-
tle case to improve named entity recognition. Any out-of-
vocabulary word that was tagged as a proper noun, proper
noun + possessive or determiner (Gimpel et al., 2013) was
classified as a potential proper noun and transformed ap-
propriately in addition to known named entities.

Semantic classes: Nonstandard words are also matched
against the dictionary of semantic classes defined after the
annotation phase. For example, Relative semantic class
also contained different slang words used to describe family
members and friends (e.g. “ex”, “grandma”).

Misspelled words: To automatically correct any remain-
ing misspellings, we utilised a spell correction algorithm
that suggests replacement candidates by calculating min-
imum edit distance between out-of-vocabulary and words
from the English dictionary provided as part of MySpell.

Unknown slang: Words that failed to fit into at least one
of the categories above were marked as “unknown slang”
and removed from the text to reduce the ambiguity.

2http://www.gaarde.org/acronyms/
3http://www.noslang.com/dictionary/
4http://www.vidarholen.net/contents/

interjections/

2.6. Feature Extraction
During this stage we apply various techniques to extract
specific features from the Twitter posts, that can be used in
further analysis and classification.
We have engineered nine groups of features, including fre-
quencies of mentions of individual semantic classes (for
each class from Table 2), POS tags (as the number of men-
tions of each POS), popularity of the post (number of likes
and retweets, as returned by Twitter), number of Twitter
entities (i.e. URLs, hashtags, mentions and financial sym-
bols), mentions of specific named entities (persons, loca-
tions and organisations) and lexical distribution (i.e. num-
ber of sentences, words, upper-case and lower-case char-
acters). Additionally, we also used the following feature
groups:

Use of nonstandard language: All transformations per-
formed during the text normalisation (described in the pre-
vious section) tend to be an informative characteristic of
the narrative itself. Therefore, information like mentions of
different semantic classes, number of spelling mistakes and
overuse of unknown slang is extracted for further analysis.

Sentiment polarity: In subjective posts, where people
describe personal opinions or feelings, it is useful to know
which emotion (positive, negative or neutral) was ex-
pressed. Therefore, we have applied an unsupervised sen-
timent classifier which was originally utilised for improv-
ing one-class collaborative filtering of user comments over
TED talks (Pappas and Popescu-Belis, 2013).

Key phrases: There is an inherent value in determining
the nature and content of auditory hallucinations (Haddock
et al., 1999). Thus, in addition to analysing information
contained within the whole of the Twitter post, further anal-
yses were performed on the portion of the post referring
to a (potential) auditory hallucination. To identify such
phrases in the text, we implemented an algorithm which
analyses the parse (syntactic) tree of a given sentence gen-
erated by Stanford Parser (Chen and Manning, 2014), and
seeks the specified target node (verb “hear” in any tense).
We then extracted all relevant words descendant from the
target node to construct a key phrase. We then added the
following features related to a given key phrase: its senti-
ment polarity, mentions of semantic classes within the key
phrase, and POS tags from it.

2.7. Classification
In order to produce a classifier that automatically predicts
whether a given tweet is related to auditory hallucinatory
experiences or not, we have defined a set of 100 semantic
features as specified above. We have experimented with
different types of classification algorithms, such as Naive
Bayes, Supporting Vector Machines and AdaBoost. As
a baseline for comparisons, we have used simple lexical
features, which were generated using TF-IDF of stemmed
words (without removing stop words). This feature set con-
tains 1370 features.
Having an imbalanced dataset, a high accuracy score (or
low error rate) does not necessarily mean a good classifica-
tion performance.
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Therefore, Fβ-measure was selected as a metric which re-
flects performance by combining both precision and recall.
Moreover, β parameter is used to define the importance of
these underlying metrics, so that β < 1 puts more weight
on the precision and β > 1 emphasises the recall (Rijsber-
gen, 1979).
In our classification scenarios, as in many other healthcare
applications, it seems reasonable to keep the number of
false negatives low. Therefore it was decided to put more
weight on a recall and use F2-measure as an evaluation
metric of classification models.

2.8. Data Visualisation
A visualisation application was constructed (Figure 3) in
order to present aggregated statistics, such as part of the day
distribution, sentiment polarity distribution, different types
of named entities and distribution of semantic classes.

Figure 3: Fragment of data visualisation application which
presents the distribution of semantic classes and their fre-
quent members with a word cloud.

2.9. Ethical Considerations
A vital component of the development of the methodol-
ogy for this project was identifying and addressing the
various ethical issues associated with social media re-
search. To this end, the project was developed in accor-
dance with the guidelines stipulated by the Association of
Internet Researchers (AOIR, 2012), the British Psychology
Society (BPS, 2013) and INVOLVE (INVOLVE, 2014).
Specifically, these guidelines were consulted to maintain
the anonymity and confidentiality of Twitter users’ and
their data through the implementation of strategies, such
as dataset anonymisation, password protected data storage,
paraphrasing of tweets in publications and avoidance of in-
dividual profiling. The project was ethically approved by
the School of Computer Science Research Ethics Commit-
tee, University of Manchester in October 2014.
It has been argued that data on Twitter is publicly available
and, therefore, acceptable to be utilised for research pur-
poses (Shepherd et al., 2015). However, other researchers
have noted that even though social media postings are pub-
lic, it does not mean that it is always ethically accept-
able to use the data for any research purpose (Conway and
O’Connor, 2016). Therefore, several methodological con-
siderations were implemented to ensure that personal data
mined from Twitter was treated both ethically and respect-
fully.
First, data was only mined from profiles set to public (not
private). To maintain data confidentiality, Twitter han-

dles (usernames) and user mentions were automatically re-
moved from the data before any processing or analysis, in-
cluding annotation. The data was stored on an encrypted
drive. In addition, each member of the research team
was assigned authentication credentials to access the tweets
mined from Twitter for analysis purposes. Unique user IDs
and passwords for each researcher ensured the confidential-
ity and privacy of the dataset and prevented unauthorised
individuals gaining access.
To preserve anonymity, direct quotations of tweets were not
included in any manuscript or presentation. Instead, tweets
were paraphrased to ensure that individual users could not
be identified if the quote was entered into the Twitter search
bar or a search engine (i.e. Google and Microsoft Bing).
Paraphrasing any tweets for publication ensured that the
anonymity of the Twitter users was protected and they were
not identifiable from any of the quotations included (Rivers
and Lewis, 2014).

3. Results
To evaluate the performance of the classifiers over the two
different sets of features (lexical and semantic), we have
performed ten experiments of stratified 10-fold cross vali-
dation and measured F2-score and area under the receiver
operating characteristic (ROC) curve (AUC) as shown in
Table 3.

Classifier Semantic features Lexical features
F2-score AUC F2-score AUC

NB 0.831 0.889 0.486 0.711
AdaBoost 0.772 0.858 0.711 0.822
SVM 0.743 0.836 0.751 0.848

Table 3: Classification results for the Naive Bayes (NB),
AdaBoost and Support Vector Machines (SVM) classifiers
on two different sets of features.

Although the SVM classifier performed better on lexi-
cal features, the difference was statistically insignificant
(p-value = 0.375). In all other cases, better performance
was demonstrated using the proposed semantic features.
The Naive Bayes classifier with our suggested feature set
achieved the highest classification score.

3.1. Contribution of Features
To investigate contribution of each group of features on the
NB classification scores we have performed several leave-
one-out classifications.
It can be observed that the majority of feature groups tend to
improve classification performance and both F2-score and
AUC scores decreased after the exclusions. Based on this
results, we can conclude that mentions of semantic classes,
sentiment polarity and features extracted from key phrases
significantly contribute to the classification score.
When the lexical distributional features and named entities
were excluded, the scores slightly increased, which means
that these groups of features decreased the efficacy of the
classifier, although the difference was very small and not
statistically significant.
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Feature group F2-score AUC
Mentions of semantic classes * 0.769 0.848
Key phrases * 0.788 0.866
Part-of-speech tags 0.817 0.882
Sentiment * 0.818 0.881
Popularity of the post 0.828 0.887
Use of nonstandard language 0.831 0.889
Number of Twitter entities 0.832 0.889
Named entities 0.832 0.890
Lexical distribution 0.833 0.889
All 0.831 0.889

Table 4: Leave-one-out classification scores showing how
NB classifier performance was affected as one group of fea-
tures was excluded from the set. Statistically significant
differences are marked with asterisk.

3.2. Error Analysis
We have conducted an error analysis of all 29 misclassified
examples identified during the ten experiments of stratified
10-fold cross validation. Ten misclassified examples (34%)
contained mention(-s) of semantic class(-es) that were usu-
ally observed in the hallucination-related classification cat-
egory (such as fear expressions or abusive language).
Five classification errors (17%) were subjective posts con-
taining a mention of someone else who hears something
(e.g. “I am listening to an audio about how a person with
schizophrenia hears voices, it is really scary.”).
Three examples (10%) that have been incorrectly classified
as a hallucination-related contained negations (e.g. “I do
not hear voices, I am not paranoid”, “I’m hallucinating
I’m hearing hawks! Oh hang on, it is just the television”).
Around 10% of tweets were too brief, so the information
extracted from that post was not enough to automatically
identify informative features.
Also, we have observed that extending our semantic
classes, especially defining new phrases that indicates pos-
sible hallucinations (e.g. “telling me to hurt myself”) could
improve classification performance.

3.3. Preliminary Data Analysis
The best-performing classifier was applied to automatically
predict classes for a larger set of unannotated data (4556 ex-
amples). About 10% of these tweets (452 examples) were
predicted to be related to an auditory hallucinatory expe-
rience. In order to perform preliminary data analysis, we
combined them with 401 already manually annotated ex-
amples which includes 94 related and 307 unrelated posts.
Our final dataset for analysis contained 4957 examples (546
related and 4411 unrelated posts).

3.3.1. Sentiment Polarity and Hallucinatory
Experience

Sentiment polarity (either positive or negative) was identi-
fied in 2830 tweets: 1883 (67%) were predicted to have a
positive sentiment (Table 5). There was a significant asso-
ciation between the prediction of the tweet as reporting a
hallucination and the sentiment classified within that tweet
(χ2(1) = 3337.09, p < .001). The odds ratio of the tweet

having a negative sentiment were 11.22 times higher if the
tweet was categorised as related to hallucination than if not.
This indicates that tweets predicted to be related to halluci-
nations had more negative sentiment than those deemed not
related to hallucinations.

Unrelated to
hallucination
count (% of column)

Related to
hallucination
count (% of column)

Negative
sentiment 708 (27.92) 239 (81.29)

Positive
sentiment 1828 (72.08) 55 (18.71)

Total 2536 294

Table 5: Cross tabulation of polarity of sentiment by pre-
dicted relatedness of tweet to hallucination.

3.3.2. Time of Tweet and Hallucinatory Experience
We sought to explore the relationship between the (local)
time the tweet was generated and whether the tweet was
predicted to be related to report of a hallucination. Figure 4
plots the Gaussian kernel density estimate across time. It
indicates that between the hours of 11pm and 5am there is
a greater proportional density of tweets predicted to relate
to a hallucination. This data could plausibly indicate that
there is an important relationship between the time of day
and psychotic(-like) experience.

0 6 12 18 23
0

2

4

6

8
·10−2

Local time (24-hour format)

related to hallucinations
unrelated to hallucinations

Figure 4: Gaussian kernel density estimate across time

3.3.3. Semantic Classes as Predictors of
Hallucinatory Experience

To establish if the most pertinent semantic classes of in-
terest were predictive of whether or not a tweet was as-
signed to be related a logistic regression was performed.
The model included the semantic classes listed in Table 6,
in addition to Drugs and Emotional Support. Due to the
Drugs and Emotional Support classes predicting the out-
come of the model “perfectly”, they were omitted from the
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model. The results of the logistic regression (see Table 6)
indicate that Abusive language, Expression of Fear, Stig-
matising Language, and Negative Supernatural phenomena
were all significant positive predictors of the relatedness of
the tweet. On the other hand, the mention of relatives was
a significant negative predictor and positive/neutral super-
natural phenomena was insignificant.

Semantic class Odds ratio P
95%
Confidence
interval

Abusive
Language 2.33 < .001 1.87 2.90

Fear
Expression 8.99 < .001 7.03 11.50

Negative
Supernatural 2.61 < .001 2.03 3.35

Relative 0.40 < .001 0.24 0.65
Stigmatising
Language 7.85 < .001 4.52 13.65

Supernatural 0.52 .10 0.24 1.13

Table 6: Semantic class as predictor of relatedness to hal-
lucinatory experiences.

4. Conclusions
This exploratory study aimed to establish the feasibility
of harvesting psychotic(-like) experiences from unsolicited
tweets. We have developed a text mining methodology to
collect, process and classify tweets as being related to au-
ditory hallucinations. The study also sought to explore the
relationship between self-reported psychotic(-like) experi-
ences and meta-data, in addition to identifying the seman-
tic classes and sentiment polarity in Twitter posts. We were
able to identify that negative sentiments were significantly
associated with tweets that indicated the occurrence of au-
ditory hallucinations, which supports the notion that audi-
tory hallucinations can sometimes be a particularly negative
and distressing experience. Moreover, tweets associated
with auditory hallucinations were found to have a higher
proportionate distribution between the hours of 11pm and
5am, which may be indicative of an effect of time of day
on the expression of the phenomena. The number of tweets
obtained during data collection and the associated analy-
sis of these tweets suggest the methodology employed was
feasible to generate datasets from Twitter regarding the oc-
currence of psychotic(-like) experiences.
When considering the implementation of this methodology,
it is important to discuss the associated strengths and limi-
tations. First, data collected on Twitter may not be directly
applicable to the entire population (i.e. individuals experi-
encing psychosis-related phenomena) due to the exclusion
of individuals who do not actively utilise Twitter. It is also
feasible that indications of an auditory hallucination may
not have been identified due to the limited amount of infor-
mation that can be included in a 140-character (maximum)
Twitter post. In addition, search terms only included words
from English, which will have excluded tweets from non-

English speaking users. Finally, the time zones in which
tweets were posted were unavailable for some of the data
collected. Therefore, it was only feasible to investigate the
association between time of tweet posting and symptom oc-
currence for 62% of the tweets collected.
A considerable strength of this research was the interdisci-
plinary approach taken during the development of the study,
data collection and analysis of the findings. The early inclu-
sion of researchers in the field of psychology within the re-
search team ensured that search terms were accurate for the
phenomena of interest and the research questions were clin-
ically relevant. The high level of agreement between the re-
searchers for the annotation of tweets was also a significant
strength of the study, indicating that classification of tweets
was accurate. Finally, the large proportion of related tweets
obtained that contained negative sentiments in comparison
to positive sentiments which is in line with current opinions
that the experience of psychosis-related symptoms is often
subjectively unpleasant for the individual involved (Hustig
and Hafner, 1990). This suggests that the methodology was
successful in identification of psychotic(-like) phenomena.
The initial findings from this exploratory study have sig-
nificant clinical and practical implications. The data indi-
cates that the methods reported were accurate in identifying
psychotic(-like) phenomena. Therefore, it may be possible
for researchers to create a large database of tweets contain-
ing reference to psychotic(-like) experiences for the identi-
fication and analysis of further associated factors. Further
work needs to investigate whether posts indicating nega-
tive sentiments of auditory hallucinations are comparable
across different locations. Future research should also iden-
tify potential factors in tweets reporting auditory hallucina-
tions that may predict whether or not a negative sentiment is
expressed. The finding that tweets that contained auditory
hallucinations had a higher proportionate distribution dur-
ing nighttime, suggests that time of day may influence the
expression of the phenomena. Therefore, future research is
planned to investigate expressions of sleep in Twitter users’
who report a diagnosis of a psychosis-related disorder.

5. Bibliographical References
American Psychiatric Association. (2013). Diagnostic

and statistical manual of mental disorders (DSM-5 R©).
American Psychiatric Pub.

AOIR. (2012). Ethical decision-making and in-
ternet research 2.0: recommendations from the
aoir ethics working committee. Retrieved from:
http://www.aoir.org/reports/ethics2.pdf.

Birnbaum, M. L., Rizvi, A. F., Correll, C. U., and Kane,
J. M. (2015). Role of social media and the internet in
pathways to care for adolescents and young adults with
psychotic disorders and non-psychotic mood disorders.
Early intervention in psychiatry.

Bontcheva, K., Cunningham, H., Roberts, I., Roberts,
A., Tablan, V., Aswani, N., and Gorrell, G. (2013).
Gate teamware: a web-based, collaborative text anno-
tation framework. Language Resources and Evaluation,
47(4):1007–1029.

BPS, B. P. S. (2013). Ethics guidelines for
internet-mediated research. Retrieved from:

LREC Workshop: RaPID-2016 - 23rd of May 2016 - Portorož Slovenia 33



http://www.bps.org.uk/system/files/Public%20files/inf206-
guidelines-for-internet-mediated-research.pdf.

Chen, D. and Manning, C. D. (2014). A fast and accurate
dependency parser using neural networks. In EMNLP,
pages 740–750.

Clarke, M. C., Kelleher, I., Clancy, M., and Cannon, M.
(2012). Predicting risk and the emergence of schizophre-
nia. Psychiatr. Clin. North Am, 35(3):585–612.

Conway, M. and O’Connor, D. (2016). Social media, big
data, and mental health: Current advances and ethical
implications. Current Opinion in Psychology.

Coppersmith, G., Dredze, M., and Harman, C. (2014).
Quantifying mental health signals in twitter. In Proceed-
ings of the Workshop on Computational Linguistics and
Clinical Psychology: From Linguistic Signal to Clinical
Reality, pages 51–60.

Coppersmith, G., Dredze, M., Harman, C., and Holling-
shead, K. (2015). From adhd to sad: Analyzing the lan-
guage of mental health on twitter through self-reported
diagnoses. NAACL HLT 2015, page 1.

Gimpel, K., Schneider, N., and O’Connor. (2013). Annota-
tion guidelines for Twitter part-of-speech tagging version
0.3. March.

Gowen, K., Deschaine, M., Gruttadara, D., and Markey, D.
(2012). Young adults with mental health conditions and
social networking websites: Seeking tools to build com-
munity. Psychiatric Rehabilitation Journal, 35(3):245.

Haddock, G., McCarron, J., Tarrier, N., and Faragher,
E. (1999). Scales to measure dimensions of hallucina-
tions and delusions: the psychotic symptom rating scales
(psyrats). Psychological medicine, 29(04):879–889.

Hustig, H. H. and Hafner, R. J. (1990). Persistent au-
ditory hallucinations and their relationship to delusions
and mood. The Journal of nervous and mental disease,
178(4):264–267.

INVOLVE. (2014). Guidance on the use of so-
cial media to actively involve people in re-
search. Retrieved from: http://www.invo.org.uk/wp-
content/uploads/2014/11/9982-Social-Media-Guide-
WEB.pdf.

Joseph, A. J., Tandon, N., Yang, L. H., Duckworth, K.,
Torous, J., Seidman, L. J., and Keshavan, M. S. (2015).
# schizophrenia: Use and misuse on twitter. Schizophre-
nia research, 165(2):111–115.

Kwak, H., Lee, C., Park, H., and Moon, S. (2010). What is
Twitter, a social network or a news media? In Proceed-
ings of the 19th international conference on World wide
web, pages 591–600. ACM.
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