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Abstract
While significant research has been done on applying
equation-oriented object languages, such as Modelica, to
the simulation of complex systems, much research remains
to use such languages for generating application-specific
embedded code. We describe a method for using a hybrid
system language (as a reference model), from which we
generate reduced-order models suitable for creating em-
bedded code for tasks such as control and diagnostics. We
apply our approach to the generation of embedded diag-
nostics code for the operation of heating, ventilation and
air-conditioning (HVAC) for complex buildings.

Keywords Embedded systems, efficient code generation,
model-driven development

1. Introduction
The design of buildings that can simultaneously reduce
energy use and integrate multiple building services, such
as heating, ventilation and air-conditioning (HVAC), light-
ing, security, and fire&safety, is receiving widespread at-
tention. Optimised building performance can save signifi-
cant amounts of energy and reduce greenhouse-gas emis-
sions, and integrating different building operations can en-
hance such optimisation and also lead to cheaper build-
ing management solutions1. Equation-oriented object lan-
guages, such as Modelica [12], play a major role in such
design.

The major focus of building optimization research, to
date, has been the simulation of energy use, in order to
design structures that minimize energy usage [25]. How-
ever, little research has focused on extending languages like
Modelica to enable the design of the embedded code that is
used to control the building services once the design pro-
cess is completed. As a consequence, the design of building
structures remains decoupled from the design of key em-
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bedded services such as HVAC controls, diagnostics and
maintenance.

Some tools are now appearing to integrate design of
structures and of embedded code. For example, Wetter
[26] has proposed a tool that uses a Modelica building
simulation library for energy simulation, in conjunction
with MATLAB and Ptolemy for control simulation. Such a
tool, although a significant advance over energy-simulation
tools such as EnergyPlus2, lacks suitable approaches for
actually generating embedded-systems code, as it is fo-
cused on simulation. Furthermore, several embedded ap-
plications require information beyond just simulation be-
haviours of nominal conditions. For example, diagnostics
requires knowledge of failure modes and their behaviours,
and fire&safety systems require the ability to identify the
effects of fire and smoke, in order to design escape routes.

Given the use of equation-based languages for system
specification, we describe a framework based on model
transformation for generating embedded code designed for
specific applications, such as diagnostics or control. Our
contributions are as follows.

• This article proposes a framework for embedded sys-
tems design that uses a high-fidelity model, called a ref-
erence model ΦR, as the basis for (a) the simulation of
a system during the design phases, and (b) the genera-
tion of embedded code for operation of the system. We
adopt a hybrid systems language (defined using Model-
ica) that explicitly defines system operational and fail-
ure modes, thereby extending such languages to include
mode-based specifications.
• We develop a model library for HVAC with mode-

specifications and fidelity-level tailored to generating
embedded code for control and diagnostics purposes.
• We describe model transformation techniques that can

be used to transform ΦR into a languages suitable for
embedded diagnostics.
• We apply our approach to the area of energy-efficient

buildings, and demonstrate how to generate reduced-
order models for diagnostics code that result in com-
putationally efficient embedded diagnostics code.

2 http://apps1.eere.energy.gov/buildings/energyplus/
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2. Related Work
Our work is based on prior research in the area of building
energy simulation and design, model-based code genera-
tion and reduced-order modeling.

Energy simulation: Building energy simulation tools [5]
typically focus on whole-building simulation, which in-
cludes both the building envelope and the energy-delivery
systems, like HVAC. Such tools provide users with impor-
tant building performance indicators, such as energy usage
and demand, energy costs, and parameters such as tempera-
ture, humidity, light-level, etc. These tools provide a variety
of capabilities, but the majority (e.g., EnergyPlus, TRN-
SYS) can be viewed as black-box or grey-box tools, in that
they hide the underlying energy diffusion equations from
the user, as well as the actual simulation code.

Modelica is gaining increasing usage for building en-
ergy simulation, and unlike leading tools such as Energy-
Plus or TRNSYS, exposes its fundamental equations within
an object-oriented framework. Several libraries exist for
HVAC simlation, e.g., [26]. However, for the purposes of
generating embedded code, the existing model libraries are
too detailed, and their use complicates the code genera-
tion process. As a consequence, we have developed simpler
model components that suit our particular needs better.

Model-Based Code Generation: Model Driven Devel-
opment (MDD) is a field in which significant efforts are
being deployed, typically for pure software development
from requirements through to embedded code. The Object
Management Group, Inc. (OMG) has raised the level of in-
terest in model transformation through standardization of
modeling formalisms, e.g., UML or SysML, and of model-
based code generation. Hundreds of tools exist for the pur-
pose of requirements capture, modeling and code genera-
tion. However, industrial-strength, mature model-to-model
transformation systems remain the subject of significant re-
search. In particular, where we transform equation-based
models to other models or code, e.g., [3, 13], relatively lit-
tle research has been done.

In this article we apply standard model transformation
methods [6] to a Modelica model (the target language), in
order to generate a model in a more specific, lower-fidelity
diagnosis model (the target language). Our innovation is
not the model transformation process, but the specification
of rules for a model-to-model transformation in which the
models differ significantly in terms of fidelity, semantics,
and purpose. In contrast, most model-to-model transforma-
tions in the literature are between models that are relatively
similar.

There are several existing code generators for Modelica.
The standard code-generation approach creates code (e.g.,
C code) for simulating the Modelica model [15]. Other
generators create control code for subsets of the Modelica
model, e.g., [8]. Our approach differs from these generators
in that it uses a model transformation approach to generate
code defined according to source and target metamodel
specifications. Hence, instead of using flags to identify
subsets of a Modelica model and compile them separately,

e.g., as in [8], our approach can work on the full Modelica
model.

Our approach is most closely related to the MetaModel-
ica framework [11]. In this article we provide an example
of using model transformation for generating embeddable
diagnosis models from Modelica models for an HVAC sys-
tem. We explicitly specify the transformation rules that
map the Modelica objects into the diagnosis language ob-
jects. Note that we apply manually-generated rules in this
article; in other work we are exploring automated methods
to create these rules [2].

Reduced-order modeling: Model reduction is well es-
tablished within the engineering literature as a means for
creating models of appropriate fidelity and computational
demands [1, 19]. Typically, model reduction applies math-
ematical operators to system-level models. These reduc-
tion operations include proper orthogonal decomposition
(POD), centroidal Voronoi tessellation (CVT), and energy-
based reductions.

Reducing a model Φ into another model Φ′ entails ac-
curately approximating a function for Φ by another func-
tion for Φ′ that is more efficient according to some metric,
e.g., that requires much less data to define. The reduced
function may be explicitly defined, e.g., by a formula or
pre-computed function, such as a simpler PDE or a coarse-
grid approximation, an interpolant or a least-squares ap-
proximant. In other words, reduced-order modeling can be
viewed as the use of data compression techniques. This
article differs from engineering model-reduction in that it
creates a reduced-order diagnosis model, but in an entirely
different language (propositional logic) than that of the
original HVAC model, which is expressed as a hybrid au-
tomaton [14].

3. Application Domain
3.1 System Schematic
We model an air-handling unit (AHU) as a system that sup-
plies air to a single zone in a building (although in general,
it can supply air to multiple, separately controlled zones),
as shown in Figure 1. The AHU consists of a set of com-
ponents which includes: a bypass mixer, a heating coil fol-
lowed by a cooling coil, all housed in a single air duct.
The bypass dampers are controlled to provide a mixture
of outside air and return (re-circulated) air; we constrain
the amount of outside air to vary between the lower and
upper proportions µmin and µmax of the maximum air-
flow through the AHU. The air supplied to the zone(s), at
temperature Ts, is processed through a variable air volume
(VAV) box containing a damper and heating/cooling coils.
We constrain the airflow to each zone (as regulated by a
damper) to vary between the lower and upper proportions
of the specified maximum flow.

3.2 AHU Control Strategy
The AHU controller aims to maintain the supply air tem-
perature Ts at its set point T ∗ by controlling the heating
coil, dampers, and cooling coil in sequence. We assume
that we have a simplified system, in which we focus only
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Figure 1. Schematic for Air Handling Unit with a single
zone

on the supply air temperature Ts. In reality, we also need to
control the zone parameters, e.g., temperature Tz , humidity
Wz and CO2 level Cz .

The AHU controller is split into controllers for air-flow,
and temperature (heating/cooling).

1. Air-flow control: we must control the supply and return
fans, in conjunction with the dampers, to ensure that the
flow of air to the zone and through the AHU meets the
relevant targets. A PID controller governs the mixing of
return and outside air through setting the dampers for
(a) exhaust air, (b) outside air and (c) recirculated air.

2. Air temperature control: Given air that has been already
mixed (with return air and outside air), the temperature
of this air must be modulated to achieve the supply air
set-point s for the zone. We use separate PID controllers
for the chiller and heater coils to achieve the zone’s
temperature set-point Tz .

The AHU can operate in multiple modes, the most im-
portant of which are as follows:

• Heating: the heating mode operates if the heating load
exceeds the capacity of the return and outdoor air to
achieve the required supply air temperature Ts.
• Cooling: the cooling mode operates if the cooling load

exceeds the capacity of the return and outdoor air to
achieve the required supply air temperature Ts.
• Economizing: the economizer mode operates if there is

a cooling load and the outdoor air temperatures are low
enough to satisfy this load. Extra outside air is brought
in instead of running the cooling coil to cool the mix of
return air and minimum outdoor air.

The AHU control system is a switching controller, and
must be able to switch between its modes dependent on the
set-points for temperature (T ∗), humidity (W ∗) and CO2

(C∗), and on the current zone loads and outdoor air con-
ditions. Within any mode, we need dynamical models to
adequately capture the thermodynamics of flow of humidi-
fied air throughout the system.

4. System Architecture
This section describes the architecture for transforming the
reference model into embedded code.

We define a reference model, ΦR, as the basis from
which we generate all other models and embedded code.
We transform ΦR into application-specific representations,
e.g., simulation and diagnosis models, as shown in Fig-
ure 2. This figure shows how we map the reference model,
ΦR, into a model suitable for embedded-code generation;
in our case we examine control and diagnosis models, ΦC
and ΦD, respectively. Given one of these models, we then
need to “compile" the model into an embeddable represen-
tation, based on the requirements of the target platform. For
example, if the embedded platform is a SunSpot with par-
ticular CPU and memory restrictions, we can generate Java
control code ξC that abides by the restrictions. In this ar-
ticle we focus on the transformation from reference model
ΦR to diagnosis model ΦD.
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Figure 2. Mapping Reference Model to Embedded Code

Figure 3 shows a more detailed snapshot of the model
transformation process. 3 Figure 3 shows that we must use


















Figure 3. Architecture for Model and Embedded Code
Generation

metamodels for the source and target models in order to
apply transformation rules:

DEFINITION 1 (Model Transformation System). A Model
Transformation System consists of the tuple 〈MS ,MC ,R〉,
where MS and MT are the source and target metamod-
els, respectively, and R is the collection of transformation
rules applied toMS andMT .

3 More details of model transformation for HVAC systems can be found
in [2].
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There are many different theories for model transforma-
tion, as well as corresponding tools (see [17]); here we fo-
cus on describing the rules used for the model transforma-
tion, as applied to our HVAC domain for diagnostics.

In this article, the reference model ΦR is defined using
the Modelica language to specify hybrid automata [14].
The metamodel for this language is summarized in Fig-
ure 4. The diagnosis model ΦD is defined using the Lydia

Figure 4. MetaModel for Reference Model

language [9]. The metamodel for this language is summa-
rized in Figure 5.

Figure 5. MetaModel for Diagnostics Model

5. Reference Model
This section outlines our notation for the reference model.

5.1 Component-Based Systems
In contrast to modeling and model-reduction approaches
that work on monolithic models, we propose an object-
oriented approach where we assume that a system can be
represented as an inter-connected set of components [24].

Hence, we can define a component-based reference system
as follows:

DEFINITION 2 (Component-Based Reference System). A
Reference System consists of the pair 〈G, C〉, where G is the
system topology multi-graph in which each component is a
node and each component connection is an edge-set, and
C is the collection of components from which the system
model can be composed.

The multi-graph notation enables us to define any two
components as having multiple connections between them.
A multi-graph G is an ordered pair G := (V,E) in which
V is a set of vertices or nodes, and E is a multi-set of
unordered pairs of vertices, called edges or connections.

A key aspect of a reference system is the notion of
component [7]:

DEFINITION 3 (Component). A component consists of the
tuple 〈I,O, ζ〉, where I and O are sets of input and out-
put ports (variables), respectively, and ζ is a relation that
specifies the transformation of input port values to output
port values.

5.2 Relations for Reference Model
We model mode changes as discrete, i.e., they activate
and deactivate constituent equations of model components.
Given a discrete set of system modes, the system can oper-
ate in a single mode at any time. For example, a hydraulic
system with a valve stuck open will operate with equations
in which the valve does not respond to actuator commands
to close the valve. We can also model different sets of equa-
tions for the valve being opened and shut: when the valve
is shut, it enforces zero pressure drop across it; when it
is open, it enforces zero flow across it. Using this frame-
work, we define a hybrid system [14] as one that operates
in piecewise continuous modes, each of which can be mod-
eled by ODEs and DAEs, or by PDEs (depending on the
class of Hybrid System). Our simulation model is thus de-
fined as a Hybrid System.

We explicitly model in the hybrid system a set of modes
for normal and for failure states. We also assume that only
a subset of events are observable, and in our models we de-
note these events as those relating to sensors and actuators
changing state. We assume fault events are unobservable.

DEFINITION 4 (Hybrid System). A hybrid system is de-
fined as ΦS = (H, X,Σ,H0, E, f,G) where

• H is the set of discrete states (or modes) of the system,
• X ⊆ <n is the continuous state space,
• Σ is a finite set of transition labels or events,
• H0 ⊆ H×X is the set of initial conditions,
• E ⊂ H × Σ × H is the transition relation, which

defines the set of (controlled and autonomous) discrete
transitions,
• f : < × H × X is the flow condition for every mode

defined by a differential equation,
• and G : E → 2X × π is a partial function that asso-

ciates a guard condition (represented as a subset of X)
with each autonomous transition, given a probability π.
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Figure 6. Hybrid Systems model for AHU

We define a set X of continuous-valued variables, and a
set H of discrete-valued (mode) variables, and denote the
system variables as Z = X ∪H. Each variable zi ∈ Z has
a corresponding domain θi ∈ Θ.

Example: We model the hybrid system for an AHU
as shown in Figure 6, with the modes, events and mode
transitions specified. We see that we can transition between
the nominal modes, but that the fault modes are absorbing,
since we assume no repair. The fault modes are linked to
nominal modes in terms of the effect of particular failed
components on that mode; e.g., a fouled heating coil will
affect the heating mode and not the other nominal modes.

We can define the generic state equations for control as
follows:

DEFINITION 5 (State-space Equations ES). We represent
a simulation model as having a set E of dynamical equa-
tions over a set Z of variables, where E is given by:

Ẋ(t) = f [X(t),U(t), ~(t)] (1)
Y (t) = g[X(t),U(t), ~(t)]. (2)

For simplicity of exposition, we will suppress the temporal
notation, e.g., state x rather than x(t).

Example: In the literature, an AHU simulation model
consists of a set of equations defining normal-mode be-
haviours, with no specification of modes [26]. Here, we
explicitly define the system modes and their entailed equa-
tions. In our AHU model, we assume a control vector U
= (u1, u2, u3), where u1 is the return-air mass flow rate,
u2 is the chiller pump flow rate, and u3 is the heating coil
rate. We also define our three primary continuous-valued
state variables as X = (x1, x2, x3), where x1 is the zone
temperature Tz , x2 is the zone humidity Wz , and x3 is the
supply temperature Ts.

5.3 System Modes
A system may be defined as operating in a particular mode,
which has a characteristic set of equations. We define two
types of system modes: operating and fault. An operating
mode ~o ∈ HO is defined by a control setting Ũ and ob-
served state Ỹ , and presumes that all components are oper-
ating normally. A fault mode ~f ∈ Hf specifies the health
of the system components, i.e., whether each component
is functioning in a nominal or degraded/faulty state. Each

failure mode can take on the value of OK or one of multiple
failure states.

For the system-level mode specificationH, we will need
to define H as the cross-product of the operating mode
MO ∈ HO and the failure mode MF ∈ HF , i.e., H=
HO × HF . This is because the dynamics of a failure de-
pends on the particular operating mode in which that failure
occurs. For example, an aircraft during takeoff or during
high-altitude cruising faces very different airflow dynam-
ics, and a flap fault will affect the plane differently in the
two situations.

Each mode is characterized by a set of (a) set-points and
(b) ambient conditions. In our AHU model, all modes share
two set-points: zone temperature T ∗z (e.g., 18oC); and zone
humidity W ∗z (e.g., 0.6). The control settings for operating
modes heating, cooling and economizing are denoted by
(ū1, 0, ū3), (ū1, ū2, 0), and (ū1, 0, 0), respectively, where
ūi denotes ui > 0.

In typical circumstances, the ambient conditions force
the use of a particular control setting that characterises an
operating mode. For example, when the desired supply air
temperature TS is higher than both the outside air temper-
ature TO and the return air temperature Tr, then we must
be in heating mode. If we assume that ṁs is fixed and con-
stant, then the modes and ambient conditions drive many
other system set-points, e.g., damper set-points. For exam-
ple, we can compute the control settings for the dampers
based on the temperatures in the AHU: the damper setting
to introduce outside air is set such that the proportion of
outside air, µA, is given by µA = Tm−Tr

To−Tr
; similarly, the

dampers are set such that the proportion of CO2, µC , is
given by µC = CR−CS

CR−CO
.

5.4 Reduced-Order HVAC Reference Model
This section describes how we generate a physics-based
reduced-order model given the fundamental equations for
thermodynamics. The basic principle that we adopt is the
First Law of Thermodynamics, which defines conservation
of energy (and indirectly mass). The heat balance equation
is ∆E = H −W, where the change in internal heat ∆E is
the difference between the heat H input and the energy W
extracted from the system.

In an HVAC system, we use either water or air to trans-
fer energy to (heating) or extract energy from (cooling) a
zone. A standard equation specifying heat transfer through
a substance is Fourier’s equation, which is a 3D PDE with
time.

ρCp
dT

dt
= k

[
∂2T

∂x2
+
∂2T

∂y2
+
∂2T

∂z2

]
, (3)

where k is thermal conductivity.
We simplify this to an atemporal, 1D representation, as

follows.

ρCp
dT

dt
= Q̇ = kA

∆T
∆x

=
kA

`
(T1 − T2), (4)

where A is cross-section (area), ` is material thickness, and
T1/T2 are the high/low temperatures.

We can apply this simplification to heat and mass trans-
fer in HVAC flow systems as follows. Given supply and
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return air temperatures Ts and Tr, respectively, heat trans-
fer into a zone is given by Q̇ = ρV̇ Cp(Ts−Tr) for heating
and Q̇ = ρV̇ Cp(Tr − Ts) for cooling, where V̇ is the vol-
umetric flow rate.

We can generalise this approach to a situation where
we assume energy and mass conservation across the in-
terchange of multiple fluid streams. In this case, we as-
sume steady and adiabatic conditions, and that no frictional
losses occur across the mixing regions. We adopt a standard
approach, the Hardy–Cross method [10], for evaluating the
air flow rate and the pressure drops across the components
of a duct network. We model the VAV air distribution sub-
system’s duct-work as a serial-parallel hydraulic network,
in which each component is defined as a flow resistance.
We assume that the air distribution duct-work is hydrauli-
cally balanced.

For example, in an AHU where we mix air masses from
the return ~r and outside, ~o, to create a mixed mass ~m,
we have energy and mass balance equations as follows:

ṁrCpaTr + ṁoCpaTo = ṁmCpaTm (5)

ṁr + ṁo = ṁm. (6)

We can compute the mixing temperature Tm and mixing
humidity Wm from the input streams as follows:

Tm =
ṁrTr + ṁoTo
ṁr + ṁo

(7)

Wm =
ṁrWr + ṁoWo

ṁr + ṁo
(8)

From equation 7, we can derive

Tm = Tr
ṁr

ṁr + ṁo
+ To

mo

ṁr + ṁo
= µTr + (1− µ)To,

(9)
where µ = ṁr

ṁr+ṁo
is the return air fraction of the total air

mass flow-rate. Wm can be deduced as

Wm = µWr + (1− µ)Wo. (10)

We can also apply energy balance across the portion of
the AHU from the mixing box to the supply airflow into
the zone. If we denote the heat of the airflow in the mixing
box and supply as Q̇m and Q̇s respectively, as the supply
fan and heating coil inject heat denoted by Hsf and Hhc

respectively, then by energy balance we must have

Q̇s = Q̇m +Hsf +Hhc.

If we have a constant flow-rate ṁs in this portion of the
AHU, and there is a temperature increase of ∆Tsf and
∆Thc at the supply fan and heating coil, respectively, then
we must have

ṁsCpTs = ṁmCpTm + ṁsCp∆Tsf + ṁsCp∆Thc,

from which we can deduce, if ṁs = ṁm,

Ts = Tm + ∆Tsf + ∆Thc (11)

In an analogous fashion, we can define the energy bal-
ance when we have a temperature increase of ∆Tcc due to
a cooling coil, to give

Ts = Tm + ∆Tsf −∆Tcc. (12)

6. Diagnosis Model-Generation Process
We transform a reference model ΦS to a diagnosis model
ΦD using model transformation methods [17], which map
the (source) metamodel for ΦS into the (target) metamodel
for ΦD using a set of transformation rules. Here, we focus
on the HVAC diagnostics application domain, and provide
domain-specific examples of the transformation rather than
a formal analysis. We have addressed other applications
of this approach, e.g., control code generation for building
lighting systems, elsewhere [16].

6.1 Diagnosis Model
The purpose of a diagnostics model is to be able to distin-
guish the mode of the system given an observation. Hence
the level of model fidelity is only that which is sufficient
to perform such mode-identification. As a consequence, a
diagnostics model is typically more abstract than the corre-
sponding reference model.

We adopt a diagnosis model analogous to the reference
model, except that we have a restricted form for the variable
domains and equations. We assume that each domain is
discrete, and that each equation is propositional.

We represent a diagnosis model for an artifact as a
propositional formula over a set Z of discrete-valued vari-
ables [20].

DEFINITION 6 (Diagnostic Model). A diagnostic model
ΦD is defined as the triple ΦD = 〈ED,Hf ,yD〉, where
ED is a propositional theory over a set of variables ZD,
Hf ⊆ Z , yD ⊆ ZD, Hf is the set of component failure-
mode variables, and yD is the set of observable variables.

6.2 Diagnosis Model Generation
We model HVAC systems using both the nominal and fail-
ure modes of the system components. HVAC systems are
stiff, i.e., they have a mixture and fast and slow processes.
We can simplify such stiff systems by abstracting the fast,
continuous transients into discontinuous changes between
slow states; this process converts the models into mixed
continuous/discrete, hybrid, models. We also model the
transition from a nominal to a failure state as a discontinu-
ous change.

In this work, we assume that the system is in steady-
state conditions, i.e., it is not switching between operating
modes. Hence we only model and map steady-state nomi-
nal conditions and transitions from an operating mode to a
fault mode. This steady-state analysis is the approach con-
sidered in most approaches, e.g., APAR [22].

To distinguish reference and diagnosis models, we use
superscript R for reference, and superscript D for diagno-
sis. We apply model transformation, which uses the meta-
model ΥR for ΦR and the metamodel ΥD for ΦD, together
with a set R of transformation rules, to transform ΦR into
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ΦD, i.e., ΥR
R→ ΥD. The rules R transform the model

entities for ΦR and ΦD as follows:

• map variables: zRi → zDi
• map domains: θRi → θDi
• map equations: ERi → EDi
• map guard conditions G into diagnosis equation condi-

tions.

Variable Mapping: We assume a 1:1 mapping for vari-
ables, i.e., we do not abstract away any variables in ΦR.
Domain Mapping: For many variables, we assume that
we know the nominal operating value, given a particular
mode. For some variables, such as the damper position,
the best that we can know is the most-likely range of its
value. If we know the nominal value (or set-point x), as
well as the minimum and maximum values xmin, xmax
respectively, then we can perform a precise mapping from
a continuous-valued variable XR ∈ ZR to its counterpart
XD ∈ ZD in a diagnosis model. In other words, if XR

has domain [xmin, xmax] and nominal set-point x∗, we
can map it to a discrete-valued variable XD with domain
{ξmin, ξ−, ξ, ξ+, ξmax}, where ξ− ∈ (xmin, x) and ξ+ ∈
(x, xmax).4 This is shown in Figure 7.

x x
x

ε

ξξ ξ

Figure 7. Discrete quantization of continuous-valued vari-
able domain. We subdivide the domain of x into three
ranges, corresponding to nomimal (ξ), sub-nominal (ξ−),
and super-nominal (ξ+).

Equation Mapping: We map equations based on the equa-
tion type. Section 6.3 provides a subset of equation map-
pings, in order to exemplify the approach. We address three
main equation types:

Temporal Arithmetic Relations Given relation X1(t) =
X2(t + τ), we map X1 and X2 to propositions denot-
ing different times, i.e., Xt

1 and Xt+τ
2 ; we then define

a propositional formula based on the temporal prece-
dence, i.e., Xt

1 ⇒ Xt+τ
2 .

Atemporal Arithmetic Relations GivenXi = αf(Xj , U),
we map this to a proposition of the form [Xi = ξ] ⇒
[αf(Xj , U) = ξ] for the relevant discrete domain val-
ues of Xi, Xj .

Differential-equation Relations For a relation of the form
Ẋ = αf(X,U), we enforce our steady-state assump-
tion to set Ẋ = 0, from which we obtain αf(X,U) =
0.

4 In practice, we will need to calibrate this discretization, using machine
learning to identify the nominal operating range.

Guard Conditions: If the guard condition G is satisfied
and we execute a transition to a diagnosis mode ~, then the
resultant equations in the diagnosis model will be of the
form (G∧ ~)∧W , where W is a proposition formed from
the equations in ΦR for mode ~.

6.3 Component-Specific Mapping
We adopt a component-based modeling approach, in which
we define a system-level model from an interconnected set
of components. We assume that by automatically generat-
ing diagnosis components from reference components, we
can then define a system-level diagnosis model by compos-
ing these diagnosis components.

This section describes a subset of the mappings defined
for the AHU system components. We classify our model
reduction process into two types:

1. Sensor/Actuator device reduction

2. Thermodynamics-Based reduction

6.3.1 Fault Modes Covered
We adopt a component-based modelling approach, so we
list the fault modes on a component basis, as shown in
Table 1. We adopt most of the same component faults as
done in the APAR model [22], with some modifications.

Component Failure-Mode
sensor no-signal

drift-high
drift-low

damper stuck-open
stuck-closed

leakage
duct/pipe clogged

leakage
valve stuck-open

stuck-closed
leakage

fan fail
coil fouled

Table 1. Failure Modes for AHU

6.3.2 Sensor/Actuator Device Transformation
This class of reduction focuses on generating a tractable
diagnostics-oriented representation of the physical sen-
sor/actuator devices. The primary principle is that the real-
world setting equals the device setting when the device
is functioning normally; for example, a real temperature
equals the sensor-measured temperature.5

Sensor Mapping: We can represent an ideal, fault-free
sensor using the reference equation

Xs(t+ τ) = Xm(t),

where the subscript s denotes the sensed value and m
denotes the measured (true) value, t is a time index, and τ is

5 Here, we focus on device functionality, and we will deal with calibration
and internal parameter estimation issues in future work.
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a time offset. This equation notes that the sensed value for
variableX , when the sensor is nominal, should be identical
to the true value, given a temporal offset due to the sensing
process.

The device mode values for ~S we consider are: {OK,
no-data, fail-low}. In the case of a sensor with actual and
measured values S and Ŝ, respectively, we perform fault
isolation when a residual has magnitude δS , which is a
device-dependent offset.

For sensors, we apply the rules defined earlier, assuming
that Xm(t) has a nominal value, x, and an offset εx around
x that represents the sensor error or allowable variability.

From a diagnostic perspective, we are only interested in
knowing is we are at the nominal value or not. Hence we
map Xm’s domain to a discrete-valued domain as follows:
[xmin, x−εx]→ ξ−; [x−εx, x+εx]→ ξ; [x+εx, xmax]→
ξ−. By including the nil value to record the case when the
sensor produces no output, we obtain the domain {nil,ξ−,
ξ, ξ+}.

We map the equations as follows. We denote the failure-
modes, the reference model equations (given δ > εx), and
the diagnosis model equations in Table 2.

Actuator Mapping: We can represent an ideal, fault-
free actuator using the reference equation

Xm(t+ τ) = Xc(t),

where the subscript m denotes the measured (actual) value
and c denotes the commanded (desired) value, t is a time
index, and τ is a time offset. This equation notes that
the physically-assigned value for variable X , when the
actuator is nominal, should be identical to the commanded
value, given a temporal offset due to the actuation process.
Analogous to a sensor, we assume that an actuator has
domain [xmin, xmax]. For example, an actuator for a valve
has values that can range from fully-open to fully-closed.
The device mode values for ~A we consider are: {OK, no-
data, stuck-open, stuck-closed}.

We map the equations as follows. We denote the failure-
modes, the reference model equations (given δ > εx), and
the diagnosis model equations in Table 2.

6.3.3 Thermodynamics-Based Transformation
This class of reduction focuses on generating a tractable
diagnostics-oriented representation of the fundamental
thermodynamic heat and mass conservation equations.

Pipe/Duct: Given a pipe/duct, the rate of change of
temperature given inlet and outlet temperatures of Ti and
To is [4]:

dTo
dt

=
(hi + ho)maCp

hiMcCc
(Ti − To).

We abstract away the temporal elements of this equa-
tion, and define a lumped-parameter relation for the outlet
temperature as To = Ti(1−γ(h,C,m)), where γ(h,m,C)
is a function parameterised by the relevant coefficients for
heat transfer h, specific heat C, and the mass m. For sim-
plicity of exposition, we will drop the parameters for γ.

We introduce the following failure modes for the pipe/duct:
~d = {OK, clogged, leakage}, where clogged denotes no

throughput flow, and leakage denotes some loss of fluid
flow. Given these mode values and the lumped-parameter
relation, we can generate diagnostic equations for tem-
perature changes along a pipe/duct, as in Table 2, where
λ ∈ (0, 1) is a leakage parameter. We can define an analo-
gous set of equations for mass flowrate m.

Variable-orifice valve (or damper): We now define our
model for a simple variable-orifice valve (or damper for air-
flow). For a valve with inlet/outlet flowrates of ṁi, ṁo and
position π ∈ (πmin, πmax), we have ṁo = f(ṁi, π). For
simplicity, we assume that ṁo = ṁi when π = πmax,
and ṁo = 0 when π = πmin. Together, this information
is sufficient to develop a set of diagnostic equations given
the failure modes ~v = { OK, clogged, leakage}, in Table 2,
where λ ∈ (0, 1) is a leakage parameter.

Fan/Pump: We model a fan/pump as a device that in-
creases the outflow pressure based on a pump constant
η: Po = f(Pi, η). Using this simplified equation, to-
gether with given the failure modes ~f = { OK, fail, VSD-
fail}, where fail denotes total failure and VSD-fail denotes
anomalous variable-speed drive (VSD), we can define di-
agnostic equations analogous to those for the damper.

6.3.4 Flow Composition/Decomposition
The mixing box component explicitly computes mixed
flow-rates, temperatures and humidity based on incoming
air-flows. Equations 6, 9 and 10 specify the flow-rate, tem-
perature and humidity relationships, respectively. We can
map these relations directly to diagnosis-model relations
by introducing failure-modes defining causes for incon-
sistencies in either the mix-ratio µ, i.e., blocked ducts or
other upstream blockages (e.g., damper faults), or in the
temperatures of incoming flows, TR and To.

7. Deployment and Validation
The large buildings for which we are targeting our code-
generation system typically use Building Management Sys-
tems to deploy the control and diagnostics code [21]. As
such, we assume that we have a PC-style processor on
which control and diagnostics are computed in a central-
ized manner. We are also investigating the generation of
distributed control code that can be deployed on a variety
of wireless networks. For example, we have shown how to
automate the generation of control code for SunSpot nodes
[16].

We are in the process of validating our approach, both in
terms of computational feasibility and correctness. We have
performed a preliminary comparison of the diagnostics re-
sults with those of a well-known commercially-deployed
tool, the APAR rule-based system for HVAC [23]. Our
comparison indicates that the auto-generated rules isolate
faults with accuracy similar to that of APAR, using simu-
lated building data [18]. However, validation on real-world
data is necessary to constitute a proper validation.

8. Conclusions
This article has described a model-driven approach for gen-
erating embedded diagnosis code using the equation-based
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Mode Reference Model Equation Diagnosis Model Equation
Sensed OK Xs(t) = Xm(t+ τ) (~ = OK)⇔ [(Xt

m = ξ)⇒ (Xt+
s = ξ)]

variable X drift-high Xs(t) = Xm(t+ τ) + δ (~ = high)⇔ [(Xt
s = ξ)⇒ (Xt+

s = ξ+)]
drift-low Xs(t) = Xm(t+ τ)− δ (~ = low)⇔ [(Xt

m = ξ)⇒ (Xt+
s = ξ−)]

no-signal Xs(t) =nil (~ = no− signal)⇔ (Xt+
s = nil)

Actuator U OK Um(t) = Uc(t+ τ) (~ = OK)⇔ [(U t
c = ξ)⇒ (U t+

m = ξ)]
stuck-open Um(t) = Uc(t+ τ) + δ (~ = open)⇔ [(U t

c = ξ)⇒ (U t+
m = ξ+)]

stuck-closed Um(t) = Uc(t+ τ)− δ (~ = closed)⇔ [(U t
c = ξ)⇒ (U t+

m = ξ−)]
no-data Um(t) =nil (~ = no− data)⇔ (U t+

m = nil)
Pipe/Duct OK To(t) = (1− γ)Ti(t) (~d = OK)⇔ [(T t

i = ξ)⇒ (T t
o = ξ)]

leakage To(t) = (1− γ)(1− λ)Ti(t) (~d = leakage)⇔ [(T t
i = ξ)⇒ (T t

o = ξ−)]

OK ṁo(t) = (1− γ)ṁi(t) (~d = OK)⇔ [(ṁt
i = ξ)⇒ (ṁt

o = ξ)]
clogged ṁo(t) = 0 (~d = clogged)⇔ (ṁt

o = 0)
leakage ṁo(t) = (1− γ)(1− λ)ṁi(t) (~d = leakage)⇔ [(ṁt

i = ξ)⇒ (ṁt
o = ξ−)]

Damper OK ṁo(t) = f(ṁi(t), π(t)) (~v = OK)⇔ [(ṁt
i = ξ)⇒ (ṁt

o = ξ)]
clogged ṁo(t) = 0 (~v = clogged)⇔ [(ṁt

o = 0)
leakage ṁo(t) = f(ṁi(t), π(t))(1− λ) (~v = leakage)⇔ [(ṁt

i = ξ)⇒ ((ṁt
o = ξ−)]

Table 2. Equation Mappings for selected AHU Components

object language Modelica as a source representation. We
applied our approach to the generation of qualitative diag-
nostics code for HVAC applications, showing the transfor-
mation rules for this domain.

We have done a preliminary validation of the feasibil-
ity and correctness of our approach, showing that the auto-
generated diagnostics compare favorably with those of a
well-known commercial diagnostics system. We are ex-
tending this work to incorporate control-code generation
and deployment on a distributed wireless network. This
HVAC domain will complement the building lighting sys-
tem control system previously reported [16]. We also plan
to apply this approach to real buildings.
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