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Abstract
Whenever real-time snowfall is animated in computer games, no snow accumulation is simulated, as far as we
know. Instead, so-called zero thickness is used, which means that the blanket of snow does not grow when the
snowflakes reach the ground. In this paper we present a method for simulation of snow accumulation, which
simulates the different stages, starting with a snow free environment and ending with a totally snow covered scene,
all in real-time. The main focus is not on the physical properties of snow but on speed and visual result.

1. Introduction

Snow is one of the most complex natural phenomenon. It has
the ability to transform a rocky landscape to a soft cotton
like blanket in only a few hours. One of the most fascinating
properties of snow, is that it is not constant but changes form
and appearance from day to day, depending on factors like
wind and temperature.

To reproduce the snows properties in computer graph-
ics is an challenging task. There exist a few fine examples
where realistic snow environments has been created, but so
far no one has done a realistic snowfall with accumulation in
real-time. When snow occur in computer games it has zero-
thickness. In this paper we present a method for simulat-
ing snow accumulation. The focus is neither on the physical
properties of snow, nor on how the snow falls through the
sky. Instead it is on visual result and the possibility of using
the proposed algorithm in real-time.

2. Previous Work

Law et al.7 describes a method for simulating how snow ac-
cumulates over alp terrain. The work is concentrated on vi-
sualizing a realistic blanket of snow from long distance.

Summers et al.10 deals with simulation of how sand, mud
and snow deforms. To be able to create a deformable surface,

the surface is divided into rectangular voxels with different
height values. When an object touches the surface, the sur-
face is deformed and the material is moved to surrounding
voxels.

Fearings3 algorithm generates very nice and realistic
snow. He divides his algorithm into two parts and together
they generate a thick blanket of snow on the ground. The
first part is the accumulation model. It decides how much
snow every surface will get considering flake flutter, the in-
fluence of wind and snows ability to get stuck on an uneven
vertical surface. The second part of the algorithm handles
the stability of the fallen snow. It moves snow from instable
places to stable.

Of the methods mentioned above, Fearings is the one pro-
ducing the most realistic blanket of snow. However the pro-
duced images has taken hours to render. Furthermore, none
of the mentioned methods are suitable for real-time render-
ing.

3. The Model

The main idea is to use a two dimensional matrix in order
to store information about snow depth over certain areas
where snow might fall. How detailed the blanket of snow
would be is determined by the size of the matrix and the size
of the accumulation area. It would be preferable to have a
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matrix where each cell is in the size of a single snowflake.
This would yield a very nice and detailed rendering of the
snow blanket. However, since a real-time simulation is the
goal, each cell must correspond to a much larger area. Thus,
we have a trade off between speed and visual appearance.
Nonetheless, this is no big problem and the rendering turns
out to be visually plausible.

The height information was the used for making a trian-
gulation over the area in question. This was then rendered as
the a cover of snow. In the beginning of the snow fall when
just a little amount of snow have reached the ground, the
snow cover is more or less transparent. Therefore, blending
was used in order to imitate this impression.

The snow fall itself was animated by using a particle sys-
tem, where each particle correspond to a single snowflake.
During the snowfall, the individual flakes will finally reach
the snow cover and then the corresponding cell in the matrix
is updated. Furthermore, the particle animating the flake will
itself be destroyed.

Each snowflake was modeled by using billboards11. They
are two dimensional images which always are oriented to-
wards the camera. A polygon model of snowflakes is simply
too expensive to use and billboards turn out to give a con-
vincing impression of real snow fall.

3.1. Triangulation

Triangulation of scattered points can be done in many ways9.
In this case the points are uniformly distributed and the tri-
angulation is easily implemented. When the matrix is tra-
versed, two triangles is created using the height information
in four neighboring cells in the matrix. As shown in figure 1
the triangulation could be done in two different ways.

Figure 1: (a) Current points in the matrix. (b,c) Possible
triangulations.

The natural thing would be to choose one orientation and
use it for the triangulation of the whole matrix as shown in
figure 2(a). However, it turns out that the way the triangu-
lation is done affects the resulting image negatively, since
vertical lines will appear in the image as shown in figure
2(b).

Figure 2: (a) A triangulation pattern, where all triangles are
oriented the same way. (b) Diagonal lines are visible.

Figure 3: (a) Triangulation pattern, where every other trian-
gle is oriented in the opposite direction. (b) A zigzag pattern
becomes visible.

Figure 4: (a) A triangulation pattern which seams to be
more random. (b) No repeating pattern shows in greater ex-
tent.

Another triangulation scheme was used in order to get rid
of the visible lines and it is shown in figure 3(a). This re-
sulted in a zigzag pattern instead, which is visible in fig-
ure 3(b). Therefore a more random triangulation was made,
similar to the way Cook1 handles textures, to avoid repeat-
ing patterns. The first two triangle pairs on a row was ori-
ented one way and the next two oriented the other way. Fur-
thermore, every other row was displaced to get irregularities
vertically, as shown in figure 4(a). Zigzag patterns can come
up but only occasionally and only in smaller sizes, which
can be seen in figure 4(b). These patterns could probably be
by dimished using some stochastic scheme. Moreover, this
would probably cost more computationally and since our
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goal was to implement a real-time simulation, the third tri-
angulation pattern was used in our model.

3.2. Shading

Since the triangles are rather large due to the speed crite-
ria, the triangles must be shaded using Gouraud4 shading or
even Phong8 shading. Flat shading would make the blanket
of snow look very angular and sharp. Since OpenGL was
used, Gouraud shading was chosen for the animation.

To be able to do proper shading, each normal for every
points in the triangulation had to be computed. This could
be done in several ways. Either to compute the normalized
average of all triangles sharing that vertex, as proposed by
Gouraud4. Another and eventually faster method would be
to make an approximation. Since speed is crucial for a real-
time rendering, we chose to make a fast approximation.

Every point has got four closest neighboring points in the
four main directions. Hence, it is possible to obtain four gra-
dient vectors. The vector to the right and the vector down-
wards was used to obtain one normal by computing the cross
product. The vector to the left and upwards was used in order
to compute a second normal. The average of these normals
was then used as the normal of that particular vertex. Two
special cases had to be treated differently. At the corners and
at the edges, there is not four neighboring points available.
Then, only one normal was computed from two gradient vec-
tors, to be used in the shading computation.

It could be tempting to compute only one normal from
two neighboring points for the whole triangulation, since it
will be even faster. For flat surfaces the difference was ac-
tually very small. However, when the difference in height
was larger, the result was not acceptable. Especially surfaces
with sharp edges as the ridge on the roof, like on the left
house in figure 10, was not shaded in a convincing way. The
normals will point straight upwards on the ridge with the
more advanced method. This made the snow look very soft
over the ridge. However, with the method only considering
three points, the normals at the ridge will point in the same
direction as the other normals on one roof side. This gives
a peculiar shading effect where the roof ridge seems to be
skewed towards one roof side.

3.3. Blending

Whenever a snowflake intersects the surface the closest
height value is increased. As explained earlier, this will af-
fect a much bigger area of the snow surface than the size of
a small snowflake, due to the trade off between speed and
accuracy. The result is that a large area will go from the state
of having no snow to the state of having snow, after the first
snowflake reaches that area. This will clearly not yield a con-
vincing simulation. Because the surface should not go from
no snow at all, to suddenly be a solid white surface, the snow

had to gradually tone in. For this purpose blending was used.
How transparent the snow should be was decided in every
point by the snow depth in that point. When the depth was
zero the snow was totally transparent. How thick the snow
should be in order to be completely white with no trans-
parency, was decided differently for each type of material
that the snow where about to cover.

The blending factor was decided in every point of the ma-
trix and linearly interpolated over the triangles. Thus, every
corner of the triangles could have different blending factors.
One triangle could be totally transparent in one corner and
white in another. Figure 7 and 8 shows how blending is used
to give the impression of that the surface starts to having a
thin layer of snow. After all, snow is not really opaque. In-
stead, the snow cover will actually be transparent when it is
rather thin. After some more snowing, the blending will turn
the triangles completely white. After that the snow cover has
no blending and the snow cover continues to increase while
the triangles are raised by using the stored height values.

3.4. At the Edge of the Snow Cover

The edges of the snow cover had to be treated differently.
This is clearly shown in 6. In this case, not only the surface
of the snow cover had to be rendered, but also the sides of
the snow had to be triangulated and rendered.

Figure 5: (a) Corner with no maximum value for the snow
depth. (b) Corner with maximum value along the edges.

The sides were triangulated from the edge of the snow sur-
face and down to the surface beneath. Because the sides are
vertical, the normal at the ground was set to be perpendicular
from the sides and the normal at the surface was set equal to
the normal for that particular point in the matrix. The shad-
ing would make an illusion of soft edges, due to the linear
interpolation of the light intensity. This illusion only worked
satisfactory for thin snow. However, when the snow blanket
became large as in figure 5(a) the corner looks very sharp
and edgy. Therefore a maximum value for the snow depth
was set at the edges. Hence, the edges could not grow as
much as the interior of the area. This problem is handled by
the stability criterion by Fearing. Anyway, in the real world,
snow will fall of the sharp edges, and the snow will not be
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as high on the edge as in the interior. The result, using max-
imum height is softer edges, even with rather thick snow as
shown in figure 5(b).

4. The Simulation

In the animation the blanket of snow was divided into four
sections and thus four matrices. One on each house, one on
the road and one on the pavement. At the edge on the road up
on the pavement a maximum value was set for the thickness
of the snow in order to make th edge softer as explained
previously. When the snow on the road eventually reached
this value, the maximum value was removed and the two
blankets was connected to each other. This gave a smooth
and soft blanket of snow over the hard and sharp pavement
edge. Moreover, snow tend to get a bit thicker close to a wall.
In order to illustrate this, the value of the snow height was
simply increased at the corresponding cells.

Figure 6 - 10 are a few snapshots from simulation. The
textures in the model was borrowed from Hill 6.

5. Discussion

There are several possible improvements that could be made
to the proposed model. Nonetheless, we have kept things
simple with the real-time criterion in mind. The rendering
of snow is done in such way that the blue part of the RGB
color is a bit stronger as it is in nature. However, the snow
cover will be rather smooth due to the linear interpolation
used in Gouraud shading. A more sofisticated shading model
like the Cook Torrance2 model would probably yield a much
more convincing snow like appearance of the snow cover.
Nevertheless, it would take much more time to render. Other
possible improvements are mentioned in the Future Work
section.

As computers becomes faster, it should be possible to use
a matrix where each cell corresponds to a smaller area than
used in our simulation. Hence, the snow cover could be more
detailed and thus yielding a more convincing snow cover. A
drawback with using large areas for each cell, is that foot
prints could not be done in the snow. However, if smaller
areas are used, this is possible. Again, the trade off between
speed and visual appearance has to be taken into account for
each case.

Even though the normal computation works quite well, it
is more or less an good estimation of the normal. A better
way to compute the normal is of course by taking all the
polygons into account that share the vertex in question. An-
other way to go about would be to use a spline filter to re-
construct the normal as is done by Hast et al.5 Since no cross
product is necessary in their approach, this could turn out
to be a feasible solution. At least if a reconstruction filter of
lower degree is used.

6. Conclusions

A new method for snow accumulation was proposed, where
speed is crucial without sacrificing visual appearance. A
heigh value matrix was used to store current snow depth.
These height values where used to triangulate the area, and
the triangles were rendered with Gouraud shading which is
fast. The combination of blending and triangulation gives the
impression of snow slowly accumulating on a surface. First
the snow will give the impression of being transparent since
the snow cover is thin. After a while the snow cover becomes
opaque and it will grow during the simulation. The instabil-
ity of snow at edges was modeled by using maximum values
for these places, giving the impression of smooth snow cov-
ered edges.

The model should be easy to implement in real-time 3D
games as long as the ground is not cluttered with small ob-
jects that must have their own height value matrix.

6.1. Future Work

One important feature that should be implemented in a real-
istic simulation, is the influence of wind. This is not an easy
thing to implement since it will affect stability and also the
edges. Furthermore, snow that is affected by wind will accu-
mulate faster near walls etc. An efficient model handling all
these cases should be possible to derive.

Another interesting possibility is to use bump-mapping11.
It is probably not feasible to let each bump represent an
snowflake that reaches a specific area. However, precom-
puted bump maps can be used in order to enhance the visual
appearance of the shaded triangles. Which shading model
would be preferable for snow should also be ascertained.
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Figure 6: The model were it shall snow.

Figure 7: The model after about 5 minutes of snowing.

Figure 8: The model after about 12 minutes of snowing

Figure 9: The model after about 25 minutes of snowing

Figure 10: The model after about 50 minutes of snowing.
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